


tok_embd [32*128, n_vocab]

inp_embd [32*128, n_batch]

get_rows(n_batch)

Self Attention 

heads: 32 
head_embd: 128

sa_embd [32*128, n_batch]

layer_embd [32*128, n_batch]

cpy

FFN 

in_embd: 32*128 
out_embd: 32*128

ffn_embd [32*128, n_batch]

layer_embd [32*128, n_batch]

32 layers

norm + output

logits [n_vocab, n_batch]

tok_embd [1*128, n_vocab]

inp_embd [1*128, n_batch]

get_rows(n_batch)

Self Attention 

heads: L (or 32) 
head_embd: 128

sa_embd [L*128, n_batch]

layer_embd [L*128, n_batch]

cpy

FFN 

in_embd: L*128 
out_embd: L*128

ffn_embd [L*128, n_batch]

layer_embd [(L+1)*128, n_batch]

32 layers

norm + output

logits [n_vocab, n_batch]

pre_embd [L*128, n_batch]

upscale L -> L+1

LLaMA 7B LLaMA*

add add


